Introduction

In our Advanced Networking final project, we explored and compared two different approaches
to intrusion detection: a classic rule-based system (Snort) and our own Al-based Model (AIIDS). Our goal
was to understand how well each system could detect and handle different types of cyberattacks. Our
team used the CIC-IDS2017 dataset, which provides realistic network traffic in both PCAP (packet
capture) format for Snort and labeled CSV flow files for training and testing our AI model. We built our
testing environment on a Linux virtual machine, where we installed Snort and tools like tcpreplay and
Wireshark to simulate and inspect network traffic. Snort allowed us to write or use predefined detection
rules, such as identifying brute-force attacks by tracking repeated login attempts. In contrast, our Al-
based IDS used machine learning techniques to analyze patterns in the data and classify traffic as either
normal or malicious without relying on manually written rules. Throughout the project, we aimed to
assess which system was more effective in detecting threats, how easy each one was to deploy, and how

accurate they were when analyzing both clean and attack traffic from the CIC-IDS2017 dataset.

Project Overview and Objectives

Intrusion Detection Systems (IDS) play a crucial role in protecting computer networks against
malicious activities. These systems are essential components in the defense infrastructure of businesses,
governments, and other organizations. Traditionally, IDS tools such as Snort have relied on hardcoded
rules to detect and flag known cyber threats. While effective in identifying predefined attacks, these rule-
based systems are often unable to detect novel or obfuscated threats. Given the increasing sophistication
of cyberattacks, there is growing interest in evaluating how artificial intelligence (Al), particularly
machine learning (ML)-based intrusion detection systems, can complement or even replace legacy
systems like Snort.
The goal of this project is to evaluate the performance, ease of use, and effectiveness of a traditional rule-
based IDS (Snort) in comparison with an ML-based IDS approach using the CIC-IDS2017 dataset.

Although we initially intended to use the Stratosphere IPS Suite, due to technical difficulties, we opted



for a flow-based ML evaluation using labeled CSV data from the same dataset. Our objective is to
determine whether Al-enhanced IDS systems offer a tangible improvement in detection capabilities and

operational efficiency.

Methodology

To perform our analysis, we used a combination of open-source tools and simulated network
traffic environments. The dataset employed was CIC-IDS2017, a comprehensive and widely accepted
dataset that contains a mix of benign and malicious traffic, including brute force attacks, DoS/DDoS,
infiltration, and botnet traffic.

Snort was installed on a virtual machine running Ubuntu Linux. Traffic from the CIC-IDS2017
dataset was replayed using tcpreplay, while Scapy was used to simulate specific attacks to trigger Snort
alerts. To analyze packet-level behavior, we used Wireshark, and all configurations and alerts were
monitored using system logs.

We configured Snort with several custom detection rules, including:
e Detection of SSH brute force attacks:

alert tcp any any -> any 22 (msg:"SSH Brute-force detected"; flags:S;
threshold:type threshold, track by_src, count 60, seconds 60; sid:1000004;
rev:1;)

e Detection of unauthorized MySQL root login attempts:

alert tcp any any -> 192.168.0.102 3306 (msg:"Unauthorized MySQL root login
attempt”; content:"root"; sid:1000002; rev:1;)

¢ Detection of unencrypted MySQL password usage:

alert tcp any any -> 192.168.0.102 3306 (msg:"Unencrypted MySQL password
detected"; content:"password="; sid:1000003; rev:1;)



ubuntu@ubuntu-VirtualBox: ~

VirtualBox: ubuntu@ubuntu-VirtualBo
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alert tcp any -> any 22 (msg:"Possible SSH brute-fore
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ubuntu snort[14582]: Preprocessor Object: SF_DCERPC2 Version 1.8 <Build 3>
ubuntu ort[14: Preprocessor Object: SF_DNP3 Version 1.1 <Build 1>
9 ubuntu-Virt snort[14 Preprocessor Object: SF_SDF Version 1.1 <Build 1>
ubuntu-virt > s Preprocessor Object: SF_DNS Version 1.1 <Build 4>
ubuntu-virt ¢ t[1458 Preprocessor Object: SF_REPUTATION Version 1.1 <Build 1>
ubuntu > t[14 Preprocessor Object: SF_SMTP Version 1.1 <Build 9>
snort[14582]: Preprocessor Object: SF_POP Version 1.6 <Build 1>
ort[14582]: Commencing packet processing (pid=14582)
...done.
: Started snort.service - LSB: Lightweight network intrusion det:

Using Scapy, we generated traffic to trigger these alerts. Sample scripts used include:
e For SSH brute force:
from scapy.all import *

for i in range(65):
send(IP(dst="192.168.0.102")/TCP(dport=22, flags="S"))
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e For unauthorized MySQL root login:

from scapy.all import *
for i in range(65):
send(IP(dst="192.168.0.102")/TCP(dport=3306)/Raw(load="root"))
7 (65):
send(IP(dst= )/TCP(dport= )/Raw(load=
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e For unencrypted password detection:

from scapy.all import *
for i in range(65):
send(IP(dst="192.168.0.102")/TCP(dport=3306)/Raw(load="password=12345"))



i (65):
send(IP(dst= )/TCP(dport= )/Raw(load=
))
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packets.
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These tests provided a controlled environment to observe and measure Snort’s rule-matching behavior

and allowed us to evaluate its responsiveness to known attacks.

Deliverables and Observations

As part of our deliverables, we successfully deployed a Snort instance configured with custom
rules that could detect SSH brute force, MySQL root login attempts, and plaintext passwords. Alerts were
triggered based on predefined thresholds and content matches, and all outcomes were verified using
Wireshark and system logs. We also utilized Scapy to simulate attack scenarios that would test the limits
and specificity of our rules.

Our observations show that Snort performs well when detecting known attack patterns explicitly
defined in rules. However, Snort is limited by its dependency on rule creation. Any attack not accounted
for in its rule set is likely to go undetected, making it unsuitable for identifying new or polymorphic

threats. This creates significant overhead for maintenance and continuous rule updates.



We have also begun analyzing the labeled CSV files from CIC-IDS2017 to establish a
comparative benchmark for ML-based detection systems. This work is ongoing and will contribute to our

final comparison in terms of detection rates, false positives, and scalability.

Snort (Rule-Based IDS)
Pros:

- Established and Reliable: Snort has been around for many years and is trusted by professionals
in the cybersecurity field. It’s a well-tested tool used for both basic and complex intrusion
detection tasks.

- Signature-Based Detection: It identifies threats using predefined rules or “signatures.” This
makes it very effective at detecting well-known types of attacks, such as brute-force logins,
malware infections, and network scans.

- Real-Time Analysis: Snort is capable of monitoring and analyzing network traffic as it happens,
which allows it to detect live threats in real-time, especially useful for active, high-traffic
networks.

- Flexible Rule Creation: Users can write custom detection rules tailored to specific threats in
their environment, giving it flexibility in how threats are identified.

- Free and Open-Source: Being open-source means Snort is completely free to use and can be
modified or improved by anyone in the community.

Cons:

- Only Detects Known Threats: Snort can only identify attacks that match existing rules. If an
attacker uses a new method not yet defined in the rule set, Snort won’t detect it unless the rule is
manually added or updated.

- Prone to False Positives: If the rules are not precisely tuned, Snort might incorrectly flag

harmless traffic as malicious, which can lead to unnecessary alerts and confusion.



Ongoing Rule Maintenance: The rule set must be frequently updated to stay current with
emerging threats. Managing this, especially in large or complex environments, can become time-
consuming and challenging.

Performance Limitations: As the network traffic increases, Snort has to check every packet
against its growing list of rules. This can slow it down and affect overall performance.

No Learning Ability: Snort does not adapt or learn on its own. It relies entirely on rules, so it

cannot detect brand-new or evolving attack patterns without manual input.

Challenges:

Maintaining Accurate Rules: It's difficult to keep Snort’s rule set both comprehensive and
accurate, especially since attackers constantly change tactics.

Performance Bottlenecks: With a large number of rules and high network traffic, Snort may
slow down or miss packets.

Complex Configuration: Setting up and fine-tuning Snort properly requires deep knowledge of

network behavior and attack patterns, which can be hard for beginners.

AI-IDS (Al-Based Intrusion Detection System)

Pros:

Can Detect New Attacks: Unlike Snort, AI-IDS does not depend on predefined rules. It uses
machine learning to analyze network behavior, allowing it to detect attacks that have never been
seen before.

Self-Improving: AI-IDS can learn from new data over time, meaning it gets better at recognizing
attack patterns as it sees more traffic.

Fewer False Alarms (When Trained Well): If properly trained on good quality data, AI-IDS
can more accurately tell the difference between normal and malicious traffic, reducing the

chances of false positives.



Cons:

Good for Large Networks: Since it relies on learned models rather than matching each packet to
rules, AI-IDS can handle bigger datasets and traffic volumes more efficiently.
Automated Threat Detection: Once the model is trained, the system can automatically detect

suspicious behavior without needing someone to constantly update or fine-tune rules.

Needs High-Quality Data: The success of AI-IDS heavily depends on the dataset used to train it.
If the training data is incomplete or biased, the system might give inaccurate results.

Complex to Build: Designing, training, and deploying a machine learning model requires
expertise in data science and cybersecurity, as well as powerful computing resources.

Hard to Interpret: Many Al models, especially deep learning ones, don’t offer clear
explanations of how they reach a decision. This “black box” nature makes it harder to understand
or trust certain results.

Possible Missed Threats (False Negatives): If the model isn’t trained well, it might fail to catch
some attacks or mistakenly mark them as safe. Resource Intensive: Training Al models takes
significant computing power, time, and memory, especially when working with large datasets like

CIC-IDS2017.



|(env) salman@Salmans-MacBook-Pro-2 network anomaly detector updated % sudo pip install .
[Password:
WARNING: The directory '/Users/salman/Library/Caches/pip' or its parent directory is not owned or is not writable by the current user. T
he cache has been disabled. Check the permissions and owner of that directory. If executing pip with sudo, you should use sudo's -H flag
Processing /Users/salman/Documents/Learning/UWindsor/COMP4680/network_anomaly detector_ updated
Installing build dependencies ... done
Getting requirements to build wheel ... done
Preparing metadata (pyproject.toml) ... done
Requirement already satisfied: numpy in /Users/salman/Documents/Learning/UWindsor/COMP4680/NTLFlowLyzer/env/lib/python3.13/site-packages
(from _anomaly 0.1) (2.2.5)
Collecting pandas (from network anomaly detector==0.1)
Downloading pandas-2.2.3-cp3l3-cp3l3-macosx_11 0 armé4.whl.metadata (89 kB)
Collecting scikit-learn (from _anomaly ¢ 0.1)
Downloading scikit learn~1.6.1-cp313-cp3l3-macosx 12 0_armé64.whl.metadata (31 kB)
Collecting joblib (from network anomaly detector==0.1)
Downloading joblib-1.4.2-py3-none-any.whl.metadata (5.4 kB)
Collecting scapy (from network_anomaly detector==0.1)
Downloading scapy-2.6.l-py3-none-any.whl.metadata (5.6 kB)
Collecting python-dateutil>=2.8.2 (from pandas->network anomaly detector==0.1)
Downloading python dateutil-2.9.0.post0-py2.py3-none-any.whl.metadata (8.4 kB)
Collecting pytz>=2020.1 (from pandas->network_anomaly_ detector==0.1)
Downloading pytz-2025.2-py2.py3-none-any.whl.metadata (22 kB)
Collecting tzdata>=2022.7 (from pandas->network_anomaly detector==0.1)
Downloading tzdata-2025.2-py2.py3-none-any.whl.metadata (1.4 kB)
Collecting six>=1.5 (from python-dateutil>=2.8.2->pandas->network_anomaly detector==0.1)
Downloading six-1.17.0-py2.py3-none-any.whl.metadata (1.7 kB)
Requirement already satisfied: scipy>=1.6.0 in /Users/salman/Documents/Learning/UWindsor/COMP4680/NTLFlowLyzer/env/1lib/python3.13/site-p
ackages (from scikit-learn->network_anomaly detector==0.1) (1.15.2)
Collecting threadpoolctl>=3.1.0 (from scikit-learn->network anomaly detector==0.1)
Downloading threadpoolctl-3.6.0-py3-none-any.whl.metadata (13 kB)
Downloading joblib-1.4.2-py3-none-any.whl (301 kB)
Downloading pandas-2.2.3-cp313-cp313-macosx_11_0 armé4.whl (11.3 MB)
11.3/11.3 MB 23.0 MB/s eta 0:00:00
Downloading python dateutil-2.9.0.post0-py2.py3-none-any.whl (229 kB)
Downloading pytz-2025.2-py2.py3-none-any.whl (509 kB)
Downloading six-1.17.0-py2.py3-none-any.whl (11 kB)
Downloading tzdata=2025.2-py2.py3=-none-any.whl (347 kB)
Downloading scapy-2.6.l-py3-none-any.whl (2.4 MB)
2.4/2.4 MB 23.2 MB/s eta 0:00:00
Downloading scikit_learn-1.6.1-cp313-cp313-macosx_12_0_armé4.whl (11.1 MB)

[(env) salman@Salmans-MacBook-Pro-2 network_anomaly detector updated % sudo scan-live-traffic
[INFO) Sniffing for 10 seconds on interface: en0
[INFO] Done sniffing.
[INFO] Captured packets saved to captured traffic.pcap
[RESULT] Live Traffic Prediction Results:
Source IP Destination IP Source Port Destination Port Protocol label

0 149.154.175.57 10.72.101.247 443 58058 TCP BENIGN
1 10.72.101.247 149.154.175.57 58058 443 TCP BENIGN
2 10.72.101.247 34.120.195.249 58105 443 TCP BENIGN
3 34.120.195.249 10.72.101.247 443 58105 TCP BENIGN
4 10.72.101.247 35.186.224.9 58106 443 TCP BENIGN
5 35.186.224.9 10.72.101.247 443 58106 TCP BENIGN
6 10.72.101.247 140.82.113.22 58882 443 TCP BENIGN
7 140.82.113.22 10.72.101.247 443 58882 TCP BENIGN
8 10.72.101.247 35.186.224.30 58053 443 TCP BENIGN
9 35.186.224.30 10.72.101.247 443 58053 TCP BENIGN
10 10.72.101.247 35.186.224.24 58086 443 TCP BENIGN
11 35.186.224.24 10.72.101.247 443 58086 TCP BENIGN
12 10.72.101.247 4.249.131.160 58887 443 TCP BENIGN
13 4.249.131.160 10.72.101.247 443 58887 TCP BENIGN
14 140.82.112.25 10.72.101.247 443 58047 TCP BENIGN
15 10.72.101.247 140.82.112.25 58047 443 TCP BENIGN
16 10.72.101.247 31.13.80.53 58048 443 TCP BENIGN
17 31.13.80.53 10.72.101.247 443 58048 TCP BENIGN
18 10.72.101.247 142.250.31.108 58897 585 TCP BENIGN
19 10.72.101.247 35.186.224.30 56168 443 ‘TCP BENIGN
20 35.186.224.30 10.72.101.247 443 56168 TCP  BENIGN
21 10.72.101.247 142.250.31.109 58898 585 TCP BENIGN

(env) salman@Salmans-MacBook-Pro-2 network anomaly detector updated % l

[INFO] Evaluation Report:
precision recall fl-score support

BENIGN 1.00 1.00 1.00 454620
MALICIOUS 0.99 1.00 1.00 111529

accuracy 1.00 566149
macro avg 1.00 1.00 1.00 566149
weighted avg 1.00 1.00 1.00 566149

[INFO] Model saved to models/xgboost_model.pkl



Challenges:

- Extracting valuable data from PCAP captures: We needed flow-based data to train our model.
We found an application called CICFlowMeter that helped us convert the PCAP files into usable
CSV format. However, we faced errors using CICFlowMeter at times, especially with large
PCAPs, and had to find workarounds.

- Choosing an appropriate machine learning model: We researched different ML models to see
which one had better accuracy. At first, we tried Isolation Forest, but later switched to XGBoost
because it gave us better results.

- Coding and debugging: While building the model, we ran into several coding issues. We had to
keep debugging and fixing errors to make sure the model worked properly.

- Displaying only the relevant information in the results: The output sometimes had too much
data, so we had to clean it up and only show the important stuff like attack type, traffic source,
and timestamps.

- Extracting relevant features from PCAP files: During training, we used CICFlowMeter to
extract features easily. But during testing and execution, we couldn’t use CICFlowMeter, so we
had to manually extract the needed features from raw PCAPs.

- Long training time for the model: Training the Al model took a long time. We didn’t know
exactly when it would finish, so we had to wait and keep checking.

- Finding a suitable dataset: First we needed to find a dataset. We looked at many different
sources but decided to go with the CIC dataset. The problem with that is that it included a ton of
features (78 to be precise) and we were debating whether to look for another dataset that had less
features to easiness.

- Large dataset size: We decided to go with the CIC dataset (almost S0GB of PCAP data that got
extracted into CSV files), which was quite heavy and required time and space to process

effectively.



Destination Port Flow Duration Total Fwd Packets Total Backward Packets . Idle Std Idle Max Idle Min label
0 0.026381 2 [} 0 0 @ BENIGN
1 62795 0.000000 1 2 [} 0 @ BENIGN
2 62821 1.129716 2 [} /] 0 © BENIGN
3 443 1.129283 2 ] %] 4] @ BENIGN
4 57621 0.000000 1 ] ] ] @ BENIGN
=) 0 0.000544 2 2 0 0 © BENIGN
6 443 0.290074 4 2 [} [} @ BENIGN
7 63782 0.255747 3 '] 0 Q @ BENIGN
8 443 0.498975 17 [} (] 0 © BENIGN
9 63816 0.470386 16 L S 4] 7] @ BENIGN
10 443 0.034640 3 9 (7] (] BENIGN
11 63817 0.031881 2 8 =i [} 0 @ BENIGN
[12 rows x 79 columns] .
L= 2 network_anomaly_detector_updated &8~ (R |
@ % predict_live.py X entry_points.txt & model_trainer.py b~ @ CHAT + 9 - x
network_anomaly_detector > @ predict_live.py > ... the error message fér more
il B Det ceturective Tratracioutiat_pean, Gurarionlo, ifocsune L details.
14 packets = sniff(timeout=duration, iface=iface) « If the CSV file is still empty,
gp 15 wrpcap(output_pcap, packets) the issue might be with the
16 print(f"[INFO] Traffic saved to {output_pcap}") PCAP file or CICFlowMeter
17 itself.
(53 18
L2 19 def extract_features_with_cicflowmeter(input_pcap, output_csv):
o 20 e 3. Add Debugging to Check
B:I 21 Use CICFlowMeter to extract features from a PCAP file. CICFlowMeter Output
22
A 23 print( Update the
24 f"[INFO] Extracting features from {input_pcap} using CICFlowMeter...") i extract_features_with_cicflo
25 command = f"cicflowmeter —f {input_pcap} -c {output_csv}" wmeter function to capture and
26 result = subprocess.run{command, shell=True, print the output of CICFlowMeter
27 ‘ capture_output=True, text=True) for debligging.
28 if result.returncode == @:
29 print(f"[INFO] Features saved to {output_csv}")
30 else: def extract_features_with,
31 print(f"[ERROR] Failed to extract features: {result.stderr}") e
32 Use CICFlowMeter to e
33
34 def predict_traffic(output_csv, model_path): prJ.Nt(f"[INFOI Extrac
35 o command = f"cicflowme
36 Predict traffic labels using the trained model. ljesult = Subprocess.r
37 it if resnvllt.returncude i
print(f"[INFO] Fe
PROBLEMS ~ QUTPUT  DEBUG CONSOLE PORTS bdzsh +~ M @ - ~ X # Debug: Check if

(3.12.0) salman@Salmans-MacBook-Pro-2 network_anomaly_detector_updated % cicflowmeter -f live_traffic.pcap -c extracted_featur *

es.csv

PermissionError:

TERMINAL

[Errno 13] Permission denied: 'extracted_features.csv'

Exception ignored in: <function CSWWriter.__del__ at 0x1084bd4ed>
Traceback (most recent call last):

®

File "/Users/salman/.pyenv/versions/3.12.8/1ib/python3.12/site-packages/cicflowmeter/writer.py", line 27, in
AttributeError: 'CSVWriter' object has no attribute 'file’

if os.path.exists
print(" [INFC_, J
else: -

@ Add Context
@ predict_live.py Current =

—del. .
Ask Capilot

® (3.12.8) salman@Salmans-MacBook-Pro-2 network_anomaly_detector_updated % sudo cicflowmeter —f live_traffic.pcap —c extracted_f

&

eatures.csv
reading from file live_traffic.pcap, link-type EN1@MB (Ethernet)

(3.12.0) salman@Salmans-MacBook-Pro-2 network_anomaly_detector_updated s |

n P master & ®0AO0

) 1 file and 0 cells to analyze

@ ¢

GPT-do v
1

@  Ln76,Col 11 Spaces:4 UTF-8 LF {} Python & 3.12.0('3.12.0) (!



Challenges and Resolutions

The project encountered several technical challenges, the most significant being difficulties with
deploying the Stratosphere IPS Suite due to environmental compatibility issues. This led us to pivot
towards analyzing the CSV portion of the dataset using an ML approach.

Another challenge was ensuring proper configuration of Snort and its associated network
interfaces, especially when using tcpreplay to simulate traffic. We resolved these issues through careful
documentation, use of official guides, and frequent testing using tools like tail, grep, and Wireshark.

Writing effective and accurate rules for Snort also presented a challenge, especially in ensuring
that alerts were triggered correctly and consistently. We addressed this by iteratively testing each rule
with specific simulated traffic using Scapy and confirming results through multiple logs and packet

captures.

Conclusion

The preliminary results of this project highlight the strengths and limitations of Snort as a rule-
based IDS. Snort is effective in detecting well-defined and known threats, making it a reliable tool in
environments with predictable traffic and known vulnerabilities. It is also well-documented, relatively
lightweight, and easy to deploy.

However, Snort’s primary limitation lies in its dependence on predefined rules. It cannot detect
novel threats unless they have been explicitly defined, which poses a risk in modern, dynamic threat
environments. Additionally, rule creation and maintenance require significant manual effort, making
scalability a concern for large or fast-changing networks.

In contrast, machine learning-based IDS systems (which we are currently exploring using CIC-
IDS2017 CSV data) aim to overcome these limitations by learning patterns from historical traffic and
identifying anomalies without the need for manually defined rules. These systems promise improved
detection for zero-day and previously unseen attacks, and they may offer reduced operational overhead in

the long run.



We expect our final results to show that while rule-based systems like Snort remain useful, they
are best suited for hybrid deployments where Al systems can provide broader, more adaptive detection

capabilities.
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